AI readlness
guide for
organization

e

Updated: August 2026

311 \




Al readiness guide for organizations

Practical steps for board members, executives, and IT leaders to implement Al in
organizations, focusing on Al governance, risk management, development, and security.

Executive summary

This guide serves as a pragmatic and actionable resource for leaders who want to get their
organization ready for Al - covering the key aspects of governance, risk management,
development, and security. Readiness is critical because while Al offers immense opportunities, it
also presents significant challenges. Organizations that adopt responsible practices and robust
frameworks can unlock Al's full potential while minimizing associated risks.

The guide discusses how Al readiness can be achieved by building on existing processes
pragmatically, such as security management. Al should not be treated as an isolated technology
but integrated into the broader organizational framework.

A total of 19 steps are discussed, across four key areas of the organization, with practical
recommendations tailored for roles such as the board, GRC (governance, risk, and compliance),
CISO, and CTO. Key recommendations include:

Take accountability: Organizations must establish an Al management
system, similar to the information security management system, to
oversee Al applications from business, ethics, and legal perspectives.
Linked to this are policies, upskilling, roles and responsibilities, and
alignment by committees and community of practice.
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Treat Al as software: Al systems are software systems. Therefore, they
must be treated as such, including in security management. Development
should apply software best practices, which are often overlooked in Al.

Assume attacks and minimize impact: Organizations should prepare
for Al failures, including successful attacks, by minimizing data collection,
implementing oversight mechanisms, and establishing fail-safes.
Continuous validation and a zero-trust approach to Al models are critical
to mitigating risks and ensuring trustworthiness.
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Foreword

Artificial Intelligence (Al) has the potential to add much value to all kinds of
organizations. At the same time, we cannot overlook the risks that are
associated.

According to Gartner, 60% of CIOs say Al is part of their innovation plan,
yet less than half feel the organization can actually manage the Al risks.
Similarly, the World Economic Forum 75% of surveyed Chief Risk Officers
(CROs) from major corporations and international organizations said that
the use of Al poses a reputational risk to their organization. According to
our research, nearly 75% of Al systems face severe quality issues.

As a leader, you have a tremendous opportunity to make your organization
benefit from Al. At the same time, you are also accountable for ensuring it
is done responsibly and adhering to existing and upcoming legislation. Are
you ready for this challenge? What steps should you take to ensure Al is
managed effectively in your organization?

This guide is designed specifically for leaders responsible for overseeing the
implementation or use of Al systems. It offers practical strategies for
integrating Al responsibly within your organization.

Getting ready for Al requires attention to four key areas, which form the
structure of this guide:

The board

Governance, Risk, and Compliance (GRC)
Security (CISO)

IT - including development (CTO)*

*Note: Where we refer to the CTO, this role also includes the CIO, as these responsibilities
are often intertwined depending on the organizational structure.


https://www.gartner.com/en/information-technology/topics/ai-readiness
https://www.weforum.org/agenda/2023/07/ai-biggest-risks-how-to-manage-them
https://www.softwareimprovementgroup.com/state-of-software-2025-report/
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Chapter 1. Al and software engineering

Chapter 1. Al and software
engineering

As the excitement around Al continues to grow, many are eager to get involved, however there
is still a lot of confusion around what Al, or more specifically, an Al system is.

1.1 What is Al?

According to the OECD, Al can be broadly defined as systems that infer from input data to
generate outputs, such as predictions, content, recommendations, or decisions.

Today, the majority of Al is machine learning, a dominant subset of Al, which involves training
algorithms on datasets to identify patterns to generate output. For example, machine learning
can be trained on pictures of animals labeled “cat” or “dog.” A significant part of machine
learning is deep learning, which uses neural networks—many interconnected nodes, often
arranged in layers. Within this, we find Generative Al, a subgroup that includes models like Large
Language Models (LLMs), such as ChatGPT. These models analyze large amounts of text and
learn to generate new text based on the examples they've seen.

Al system:

infers, from the input it receives, how to generate
outputs such as predictions, content, recommendations,
or decisions

MACHINE LEARNING

DEEP LEARNING

GENERATIVE Al

o
b‘ A CAT

EXAMPLES INPUT
| AND OUTPUT
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There are two main use cases for Al in software engineering:

Using Al to help create code

Developing an Al system

Ues case 2: Developing an Al system

°® Software system
E- I containing an
— Al model
‘Traditional’
software engineer

Software engineer , . ,
using Al to generate code Traditional

E.- I £ software system

Use case 1: Al code: Using Al to help create code

1.2 Use case 1: Using Al to help create code

The first use case for Al in software engineering is an Al-supported software engineer developing
software with the help of generative Al. Generative Al, the core technology behind tools like
ChatGPT, is trained by letting it predict the next word in a text.

In doing so, the Generative Al model builds up an understanding of the topics that these texts
are about. If the texts represent a large collection of websites from the internet, the model builds
an understanding of the world. This capability extends to coding, where Al has seen many
examples of code, enabling it to help finish code, write code from instructions, and help explain
code.

As Al-powered coding tools become integral to modern development workflows, they boost
developer productivity but introduce new (security) risks just as fast.

When people rely fully on Al to take care of all technical details, this is referred to as "Vibe
coding’. A new approach to software development that heavily relies on Al to generate, refine,
and debug code based on natural language prompts.


https://www.ibm.com/think/topics/vibe-coding
https://www.ibm.com/think/topics/vibe-coding
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Part of Al:
MACHINE LEARNING Generative Al for

writing code
DEEP LEARNING

Function add.. Function add(a,b) as int
return a + b

Examples from the'ifternet of any code with
descriptions (including quality issues and errors)

2. Apply algorithm

) 1. Train algorithm

Assumed regularities

An Al-supported software engineer can produce code faster, but quality must not be sacrificed.
Al-generated code, much like human-written code, can contain mistakes though often of a
different nature than those made by humans. Ensuring code quality requires a disciplined
approach to practices like code review and static analysis. Several factors demand attention:

Not all Al-generated code passes through human engineers, and Al makes different
types of mistakes than humans do, so it requires a heightened level of scrutiny.

Increased productivity from Al-generated code adds pressure on code review
capacity, a common bottleneck in technical teams.

Not all issues are caught in functional tests, and unresolved issues accumulate as
technical debt, slowing future development and increasing the risk of (security)
incidents.

Overreliance on Al can diminish an engineer's ability to review code effectively, as they
may gain less hands-on experience. This can create a vicious cycle, but keeping
engineers actively involved in the coding process can prevent this.

1.3 Use case 2: Developing an Al-system

The second use case of Al in software engineering is a team building a system that employs an
Al model. While machine learning Al models derive their behavior from example data, a
significant amount of software engineering is required to make them functional particularly in
areas like data preparation, model training, testing, and integration.

We believe it is crucial to view Al systems as software systems with unique characteristics, as
outlined in the new ISO/IEC standard 5338 for Al engineering. Rather than creating a new process
for Al, this standard builds on the existing software lifecycle framework, allowing organizations
to benefit from established practices, processes, and tools.


https://www.iso.org/standard/81118.html
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Some of the unique characteristics of Al systems include:

Machine learning is inductive, not deductive, meaning that Al models guess, so errors
are expected.

Al behavior is driven by data, making data both a source of opportunity (e.g., solving
complex real-world problems) and risk (e.g., bias, incompleteness, or manipulation).

Models can go stale over time, necessitating regular retraining.

Al can make autonomous decisions and solve real-world problems, which may have a
direct impact on the world and people, with the risk of harm.

Al is unfamiliar to many organizations and people, leading to potential implementation
mistakes, under-reliance, over-reliance, or misattribution of human tendencies.

Machine learning models can be difficult to understand, causing trust issues.

Al introduces new technical assets that pose security threats, such as the data/model
supply chain, training data, model parameters, and Al documentation.

Some Al systems can listen and speak: They can communicate through natural
language instead of user interfaces.

Some Al systems can hear and see: They have sound and vision recognition abilities.

Engineering robust, future-proof Al systems is still a relatively new field. We see many
organizations struggling to transition Al from experimental projects in the lab to scalable, secure,
compliant, and maintainable real-world applications. Our 2025 research revealed that nearly
75% of Al systems suffer from significant quality issues, particularly around maintainability.


https://www.softwareimprovementgroup.com/publications/state-of-software-2025-2/
https://www.softwareimprovementgroup.com/publications/state-of-software-2025-2/
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Al suffers from software engineering issues
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The engineering challenges stem from how Al engineers—such as data scientists—are traditionally
managed and trained. Their focus is often on quickly creating insights and models, not on
building systems that are secure, reliable, maintainable, reusable, easy to transfer, and testable.
Many Al engineers have not been introduced to essential software engineering best practices.

This can be addressed by providing Al engineers with short feedback cycles of code quality
measurements and good guidance on how to apply software engineering best practices,
including building maintainable code. The level of scrutiny regarding these practices can be set
depending on the Technology Readiness Level of an initiative: more experimental efforts need
less attention to quality than systems that may end up in production.
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Chapter 2. Common threats of
Al for organizations

Al has become a boardroom priority. According to BCG, three-quarters of executives rank it as
a top-three strategic focus for 2025. This surge in Al adoption highlights its profound impact,
comparable to the revolutionary advent of electricity. McKinsey reports that 78% of organizations
already use Al in at least one business function.

However, with great opportunities come significant challenges and uncertainties.

A 2023 report by the World Economic Forum already highlighted the potential dangers of Al to
business and society. 75% of surveyed Chief Risk Officers (CROs) from major corporations and
international organizations said that the use of Al poses a reputational risk to their organization.

When it comes to generative Al specifically, PWC's most recent global CEO survey reveals that
CEOs are most concerned about cybersecurity risk. Over half of CEOs agree that generative Al
is likely to increase the spread of misinformation within their company, and one-third expect
generative Al to increase bias towards specific groups of employees or customers within the
next 12 months.

A major challenge for organizations in adopting both generative Al and Al in general is the lack
of understanding of the technology, particularly its reliance on data. How data is collected,
stored, and used is critical. Without a proper understanding, organizations face reputational,
data, and security risks. In addition, Gartner identifies measuring ROl from Al as one of the top
concerns for ClOs in 2025.

Accuracy is another major concern, as the output of Al systems often directly impacts the real
world and people. Many Al applications lack transparency and verifiability, raising serious
concerns about trustworthiness. CIO.com recently published an article on high-profile Al blunders
from the past decade to illustrate what can go wrong.

Accountability is also uncertain. While individuals and organizations are held liable for their
mistakes under the rule of law, it's not always clear how accountability applies to Al.

Additionally, intellectual property (IP) issues are becoming increasingly complex as Al relies
heavily on data. In April 2024, for example, eight US newspapers sued OpenAl and Microsoft
for alleged copyright infringement, highlighting the complexities of intellectual property in Al.

To sum up, while everybody is boarding the Al hype train, there is a lot to be done to ensure a
safe ride. Luckily, many organizations also believe that more needs to be done to regulate the
development and use of Al.

According to the World Economic Forum, all surveyed executives agreed that Al development is
outpacing their ability to manage its risks. Additionally, 43% of respondents suggested that the
development of new Al technologies should be paused or slowed until their potential impact is
better understood.

I 1
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It's essential to consider Al from both optimistic and cautious perspectives. The “blue sky” future
envisions Al as a powerful tool driving efficiency and innovation. On the flip side, the “burning
earth” scenario emphasizes potential risks, such as privacy breaches and malicious use of Al
technology.

Balancing these perspectives is essential- keeping an eye on innovation while maintaining
realistic expectations. Organizations must avoid buying too much into promising demos and
recognize that some intrinsic issues with Al, such as occasional errors, are unlikely to be fully
resolved.
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Chapter 3. Compliance

In addition to addressing common Al threats, organizations must understand and comply with
relevant regulatory requirements. This section delves into trends and themes in Al regulation
across the globe, examines the European Al Act, Al legislation in the US, and explores the role of
international ISO/IEC standards.

Prioritizing compliance not only mitigates legal risks but also enhances trust and reliability,
positioning organizations as leaders in a technology-driven future.

3.1 Trends and themes in Al regulation

According to the May 2025 Global Al legislation tracker countries around the world are
developing and implementing Al governance legislation and policies. Efforts include creating
comprehensive laws, specific regulations for particular use cases, and voluntary guidelines and
standards.

Stanford University has noted a significant increase in the number of countries with Al-related
laws, legislative mentions of Al rose 21.3% across 75 countries since 2023, marking a ninefold
increase since 2016.

While individual regions, such as the EU, are advancing their own frameworks, multilateral
coordination is also increasing. This includes the adoption of Al principles from the Organisation
for Economic Co-operation and Development (OECD), and discussions within the United Nations
and G7. According to the Centre for Strategic & International Studies, these efforts seek to
balance Al's potential risks with the benefits it offers.

McKinsey reports that different countries are taking varied approaches to Al regulation. Despite
differences, common themes are emerging globally:

Transparency

Regulators are pushing for clear and traceable Al outputs. Users should be informed
when interacting with Al systems and understand their rights, as well as the system’s
capabilities and limitations.

Human agency and oversight

Al should serve people, uphold human dignity, and remain under human control.
Appropriate oversight is essential to ensuring Al remains aligned with human interests.

Accountability

Clear mechanisms for responsibility and accountability must be in place for Al systems,
including top management commitment, organization-wide education, and clearly
defined individual responsibilities.
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Technical robustness and safety

Al systems must be robust, stable, and able to address errors. They should have
fallback solutions and be resilient to malicious manipulation.

Diversity, non-discrimination, and fairness

Regulators aim to ensure Al systems are unbiased and do not lead to discrimination
or unfair treatment.

Privacy and data governance

Al systems must comply with privacy and data protection laws, ensuring high
standards of data quality and integrity.

Social and environmental well-being

Al should be sustainable, environmentally friendly, and beneficial to all. Ongoing
monitoring of its long-term effects on individuals, society, and democracy is essential.

3.2 EU Al Legislation and principles

European Al Act

The European Al Act, adopted by the European Parliament in March 2024 and approved by the
Council in May 2024, is the first comprehensive law regulating artificial intelligence (Al).

The act classifies Al systems based on the risk they pose to users, with corresponding levels of
regulation to ensure safety and compliance.

EU Al legislation is made applicable via a phased approach.

The first phase of implementation happened on February 2nd, 2025. This means that
Al systems that pose unacceptable risks are now banned and that organizations
operating in the European market must ensure adequate Al literacy among employees
involved in the use and deployment of Al systems.

On Aug 2nd, 2025 the second implementation phase took place, meaning that general
purpose Al (GPAI) models must abide by a specific set of rules. The new rules mandate
transparency, the creation of technical documentation, and the disclosure of any
copyrighted material used during training. Additionally, general-purpose Al systems
categorized as high-risk will have extra obligations.

For a discussion of timeline, risk categories, and more information, see this blog by SIG. For the
latest updates, please refer to the official website of the European Parliament.

14
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EU Harmonized standards

The European Commission has tasked CEN/CENELEC with developing harmonized standards that
will detail the requirements for compliance. Once these standards are approved, they can be
adopted at the national level. Although adherence to these standards is voluntary, they can
serve as an effective means for Al system providers to demonstrate compliance.

Organizations are encouraged to closely monitor publications related to these standards, with
some expected to enter a public inquiry phase by the end of 2025. The final releases of these
standards are anticipated between mid-2026 and mid-2027.

SIG is actively involved in the development of the harmonized standard for cybersecurity in Al
systems. The author of this guide, Rob van der Veer, SIG’s Chief Al Officer, has been elected as
a co-editor of the working group. He has also established an official liaison between this initiative
and the open-source project he founded, the OWASP Al Exchange.

EU’s risk classification of Al systems

By emphasizing a risk-based assessment approach, the European Al Act aims to ensure Al
systems are classified by their potential risk to individuals and society and imposes
corresponding regulations to enhance safety and compliance.

Let’s look at what this means in practice.

Unacceptable Risk Al Systems

Definition: Systems considered a threat to individuals, such as those manipulating
vulnerable groups, engaging in social scoring, or using biometric identification and
categorization.

Regulation: These systems, including real-time and remote biometric identification like
facial recognition, are banned, except under strict law enforcement conditions with
court approval. See this EU publication from February 4th 2025 for guidelines.

High-Risk Al Systems

Definition: Systems impacting safety or fundamental rights, including Al in toys, medical
devices, critical infrastructure, education, employment, essential services, law
enforcement, migration, and legal interpretation.

Regulation: Must be registered in an EU database to ensure compliance and oversight.

Generative Al Systems

Definition: Includes Al like ChatGPT. These are not high-risk per se but must meet
transparency requirements and comply with EU copyright law.

Regulation: Providers of Al systems must disclose Al-generated content, prevent illegal
content generation, and publish summaries of copyrighted data used for training.
High-impact Al models must undergo thorough evaluations and report serious incidents
to the European Commission. Al-generated or modified content (e.g., deepfakes) must
be clearly labeled.

[ 15
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For more information, including the medium and low-risk requirements, please refer to the official
channels of the European Commission.

EU guidelines on ethics in Al

The EU Guidelines on Ethics in Al, published in 2019, provides a framework for developing and
deploying Al systems that align with European values. These non-binding guidelines emphasize
key principles like human oversight, privacy, and non-discrimination.

While the guidelines laid the foundation for ethical Al practices, the EU Al Act builds on them by
making these principles legally binding. For leaders, the 2019 guidelines remain a valuable tool
for ensuring Al strategies uphold ethical standards and comply with emerging regulatory
requirements.

General Data Protection Regulation (GDPR)

The General Data Protection Regulation (GDPR) is the EU's primary law governing how
organizations handle personal data. Though adopted in 2016, it became fully enforceable in
2018. The GDPR aims to protect the privacy and rights of individuals by setting strict rules on
data collection, processing, storage, and transfer. The regulation emphasizes transparency,
accountability, and data protection by design, requiring organizations to implement strong
safeguards when handling personal data.

Non-compliance with GDPR can result in fines of up to 4% of a company’s global annual turnover
or €20 million, whichever is higher.

How is GDPR linked to the EU Al act?

In the context of Al, GDPR plays a crucial role because many Al systems, especially high-risk ones
like facial recognition and profiling, process large amounts of personal data. GDPR mandates
that organizations conduct Data Protection Impact Assessments (DPIAs) for such systems.

The EU Al Act complements GDPR by adding specific obligations for Al systems to ensure they
operate ethically and legally, especially where personal data is involved.

3.3 US Al Legislation and principles

The United States has introduced several key legislative measures to regulate Al. However, the
complexity of federalism has made it challenging to implement a unified Al policy. In addition, a
lot has changed after Donald Trump started his second and current tenure as the President of
the United States.

Former President Biden’s policies included an Executive Order on “Safe, Secure, and Trustworthy
Development and Use of Al” and the Al Bill of Rights. These sought to regulate Al risks while
encouraging ethical use. Shortly after President Trump took office, many of these efforts were
revoked.

On January 23, 2025, President Trump signed a new Executive Order, titled “Removing Barriers
to American Leadership in Artificial Intelligence.” This policy focuses on revoking directives
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perceived as restrictive to Al innovation, paving the way for “unbiased and agenda-free”
development of Al systems.

In accordance with that executive order, on July 23 of 2025, the White House released “Winning
the Al Race: America’s Al Action Plan”. A document that identifies over 90 Federal policy actions
across three pillars - Accelerating Innovation, Building American Al Infrastructure, and Leading
in International Diplomacy and Security.

A day later, on July 24" of 2025, President Trump signed a trio of executive orders that he
vowed would turn the United States into an “Al export powerhouse”, including one targeting
what the White House described as “woke” artificial intelligence models. He also mentioned that
his predecessor, Joe Biden, had “established toxic diversity, equity and inclusion ideology as a
guiding principle of American Al development”.

An overview of current US legislative Al measures and principles

The legislative measures and principles listed below are meant as a general overview. While the
timeline for many of these measures varies, the following provides an up-to-date overview of
current efforts.

National Artificial Intelligence Initiative Act of 2020 (NAlI)

Purpose: Signed during President Trump’s first term, this legislation promotes and
funds artificial intelligence innovation initiatives throughout key federal agencies.

Impact: Establishes the American Al Initiative to coordinate Al activities across federal
agencies, and guides Al research, development, and evaluation at federal science
agencies.

More information: National Artificial Intelligence Initiative Act of 2020

Bipartisan House Task Force Report on Artificial Intelligence

On December 17th 2024, The U.S. House of Representatives published its Bipartisan
House Task Force Report on Al.

Purpose: An advisory report (not legally binding) intended as a policy framework for
legislative consideration to guide Congressional deliberations on Al regulation and
innovation.

Impact: This report serves as a guide for Congress on how to handle advances in
artificial intelligence in the future. It articulates guiding principles, 66 key findings, and
89 recommendations, organized into 156 chapters.

Executive order: Removing barriers to American Leadership in Artificial
Intelligence

The recent executive order titled "Removing Barriers to American Leadership in
Artificial Intelligence”, signed by President Trump on January 23rd, 2025, aims to
sustain and enhance America’s global Al dominance by promoting human flourishing,
economic competitiveness, and national security.
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Purpose:

This order will revoke certain Al policies and directives that act as barriers to American
Al innovation essentially clearing a path for the United States to act decisively to retain
global leadership in artificial intelligence. To maintain this leadership, Al systems that
are developed must be “free from ideological bias or engineered social agendas”.

Key aspects:

1. Developing an Artificial Intelligence Action Plan: Within 180 days of this order, key
advisors on science, technology, Al, crypto, national security, economic policy, and
domestic policy, along with relevant government officials, must create and submit
a plan to the President to carry out the policy in section 2 of this order.

2. Implementation of order revocation: Key officials, including the APST, the Special
Advisor for Al and Crypto, and the APNSA, must immediately review all actions
taken under the revoked Executive Order 14110 on Al. They will identify any actions
that conflict with the new policy and work with relevant agencies to suspend, revise,
or rescind them as necessary. If changes cannot be made immediately, exemptions
will be applied until finalized.

Winning the Race: AMERICA’S Al ACTION PLAN
Purpose:

Winning the Race: AMERICA'S Al ACTION PLAN introduces a set of policy
recommendations that aims to secure U.S. global Al dominance, framing Al leadership
as essential for economic growth, national security, and a new era of innovation.

Impact: The document identifies over 90 Federal policy actions across three pillars -
Accelerating Innovation, Building American Al Infrastructure, and Leading in
International Diplomacy and Security.

Key aspects:

1. Exporting American Al: The Commerce and State Departments will partner with
industry to deliver secure, full-stack Al export packages - including hardware,
models, software, applications, and standards - to America’s friends and allies
around the world.

2. Promoting rapid buildout of data centers: Expediting and modernizing permits for
data centers and semiconductor fabs, as well as creating new national initiatives
to increase high-demand occupations like electricians and HVAC technicians.

3. Enabling innovation and adoption: Removing Federal regulations that hinder Al
development and deployment, and seeking private sector input on rules to remove.

4. Upholding free speech in frontier models: Updating Federal procurement guidelines
to ensure that the government only contracts with frontier large language model
developers who ensure that their systems are objective and free from top-down
ideological bias.

More information: Winning the Race: AMERICA’'S Al ACTION PLAN
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Al Training Act

Purpose: This bill requires the Office of Management and Budget (OMB) to estabilish
or otherwise provide an artificial intelligence (Al) training program for the acquisition
workforce of executive agencies

Impact: The Office of Management and Budget (OMB) serves the President of the
United States in overseeing the implementation of his vision across the Executive
Branch. Specifically, OMB’s mission is to assist the President in meeting his policy,
budget, management and regulatory objectives, and to fulfill the agency’s statutory
responsibilities.

The purpose of the program is to ensure that the workforce has knowledge of the
capabilities and risks associated with Al.

More information: S.2551 - Al Training Act

State-level legislation

Overview: More and more states have introduced Al-related legislation over the last
few years. In the 2025 legislative session, all 50 states, Puerto Rico, the Virgin Islands,
and Washington, D.C., have introduced legislation on this topic. Thirty-eight states
adopted or enacted around 100 measures this year.

More information: National Conference of State Legislatures

3.4 ISO/IEC standards

What is ISO?

ISO, the International Organization for Standardization brings together global experts to agree
on the best way of doing things - for anything from making a product to managing a process.
As one of the oldest non-governmental international organizations, ISO has enabled trade and
cooperation between people and companies the world over since 1946. The International
Standards published by ISO serve to make lives easier, safer, and better.

ISO compliance is highly regarded in the global business community, signaling an organization’s
commitment to quality and adherence to industry standards. While ISO compliance is not a legal
requirement, it aligns with various regulations and can enhance an organization’s reputation.

Is becoming ISO compliance a legal requirement?

No. It is important to note that ISO compliance itself isn't a legal requirement. However, I1SO
standards provide guidance to organizations that want to improve. The ISO standards naturally
align with different regulations across industries. Note: If your organization has an issue with
paying the relatively small fees for ISO/IEC standards, that is a sign of a lack of awareness,
meaning that the organization may not be ready yet for Al.
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Overview of relevant ISO standards for Al implementation in
business.

ISO/IEC 27001

With cybercrime on the rise and new threats constantly emerging, it can seem difficult
or even impossible to manage cyber risks. ISO/IEC 27001 helps organizations become
risk- aware and proactively identify and address weaknesses.

ISO/IEC 27001 promotes a holistic approach to information security: vetting people,
policies, and technology. An information security management system implemented
according to this standard is a tool for risk management, cyber-resilience, and
operational excellence.

ISO/IEC 31700

The ISO/IEC 31700 standard is helpful when establishing high-level requirements for
privacy by design to protect privacy throughout the lifecycle of a consumer product,
including data processed by the consumer.

ISO/IEC 5338

ISO/IEC 5338, co-developed by the Software Improvement Group, is the new global
standard for Al system lifecycle management. It provides processes to define, control,
manage, execute, and improve Al systems throughout their lifecycle stages. These
processes can be applied within an organization or project when developing Al
systems or having them developed. The standard focuses on the Al-specific processes
and attention points, whereas [SO/IEC/IEEE 12207 presents the traditional part of the
software system life cycle processes. For more information, see this article of ISO/IEC
5338 by Software Improvement Group.

ISO/IEC 42001

ISO/IEC 42001 is the first international standard for establishing, implementing,
maintaining, and improving an Artificial Intelligence Management System (AIMS) within
organizations. This standard is crucial for entities providing or utilizing Al-based
products or services, ensuring responsible Al development and use. ISO/IEC 42001
offers valuable guidance in this rapidly evolving field, addressing unique challenges
such as ethical considerations, transparency, and continuous learning. It provides
organizations with a structured approach to managing Al-related risks and
opportunities, balancing innovation with effective governance.

The difference between 42001 and 5338 is that 5338 is an engineering standard about
developing Al systems and discusses the Al system lifecycle, from initiation to design,
development, verification, deployment, operation, retirement etcetera. In contrast, the
42001 is a management system standard, like ISO/IEC 27001 is for security.
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Chapter 4. The steps to Al-
readiness

Reflecting on the insights from the previous chapters, it is clear that deliberate actions must be
taken to manage Al risks, ensure compliance, and facilitate adoption and innovation. In the
following sections, we will explore the necessary steps to achieve Al-readiness from the
perspective of four key areas within the organization:

The board

Governance, risk, and compliance (GRC)
Security (CISO)

IT - including development (CTO).

Each of these areas plays a critical role in driving responsible Al implementation and ensuring
that the organization is not only compliant but also capable of leveraging Al's full potential while
managing associated risks.

AI - BLUEPRINT FOR LEADERSHIP

SETUP AN Al MANAGEMENT SYSTEM (ISO/IEC 42001)

Inventory of Al applications Responsibilities Legal counsel B OA R D
Awareness/expertise Stakeholders

Impact assessment: Legal? Ethical? Transparency? Bias? Expertise access?

GRC

MINIMIZE SENSITIVE DATA LIMIT BEHAVIOR IMPACT (OVERSIGHT, VALIDATION)

ADOPT ENGINEERING PRACTICES FOR Al (ISO/IEC 5338)

Quality measurement Cl/CD Unit testing C T 0
Porfolio Management Knowledge management

EXTEND SECURITY WITH Al THREATS, ASSETS AND CONTROLS (OWASPAI.ORG, ISO 27001)

Risk analysis Training Threat modeling Static analysis Pentest

*Note: Please note that the diagram and the order of the chapters are organized for readability and do not reflect any
hierarchy of importance among the departments.
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Typical approach

The steps outlined in this section are presented in an order that is helpful for most organizations.
However, depending on your specific situation, the sequence may be adjusted. Additionally, each
step does not need to be fully completed before moving on to the next. In practice, this flexibility
will become apparent.

The following scenario illustrates a likely series of events:

Step 1: Someone within the organization—let's call her Alicia-takes the initiative to begin Al
readiness and convinces the board of its importance. The board seeks guidance from an external
expert while Alicia is given the mandate to proceed.

Step 2: Assign roles and responsibilities: Alicia approaches the CISO (who is also the risk
manager and data protection officer) and the CTO. She shares this readiness guide, and they
hold a meeting with the board to establish clear accountability. The outcome is as follows:

The board is accountable for Al strategy and ensuring alignment with laws and ethics.

The CTO is responsible for the ethical use of Al-supported software development and
the responsible development of Al systems.

The CISO is accountable for any security or privacy incidents involving Al systems or
caused by Al systems.

Additional roles and responsibilities will be assigned at a later stage.
Step 3: The newly formed group agrees to build on existing practices as much as possible.

Step 4: An Al committee is formed, including Alicia, the CTO, the CISO, a board member, and an
employee with Al expertise.

Step 5: The expert hired by the board is tasked with providing an inventory of relevant laws and
regulations.

Step 6: The committee conducts a survey, followed by interviews with employees to create an
inventory of current Al applications within the organization, along with ideas for future Al use
and development, plus comments such as concerns, questions, impediments, and needs. The R&D
manager is interviewed to learn about any development plans involving Al models. The survey is
also used to identify individuals with relevant skills and affinity.

Step 7: Each Al application identified in the inventory is evaluated.

Step 8: Conclusions from the evaluation are shared with the organization, and immediate actions
are taken where necessary. Some applications are halted, while others receive specific
instructions, which are incorporated into policies.

Step 9: Based on the evaluation, policies are created and implemented. For example:

Some policy elements are added to security awareness training.

Al literacy training material is developed, consisting of standard Al introductions plus
the instructional part of the policies.

A firewall rule is implemented to block certain Al services from being accessible from
the company network.
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An Al tool is provided to employees in the form of a large language model that has
been vetted and configured sufficiently secure. Employees are restricted to using this
Al tool for most use cases.

Step 10: The basic Al literacy program for employees is implemented, consisting of:
Internal awareness communication:

e employees fill in the survey to identify current and future Al use and development,
concerns, questions, ideas, and people who want to step forward to play a role in
the internal Al community;

e the summary from the survey results is published;

o together with information that addresses the most pressing concerns and
information needs in the group;
this communication includes some great examples of successful use;
a competition is started for employees to submit the best idea for an Al use
case in the organization.

Communication channels: An internal ‘ai’ email address is created, together with an “ai’
chat channel and collaborative Wiki space for questions, concerns, ideas, and for
employees to find more resources, guidelines, existing initiatives, and who is who.

Information resources: the Wiki space is extended with a categorized overview of
relevant resources (e.g. prompt engineering tips).

Information security integration: the security awareness training and security policy
documentation is extended with rules regarding security when using Al.

Policy instructions and attention points: the Wiki space features an overview of do’s
and don'ts, based on the outcome of the survey, the evaluation of current and future
Al use and development, and the new policies.

Mandatory training sessions of one hour are organized for all employees with the
following content:

e Alin our organization - with details from the survey and who is who
e Key things to understand about Al

e Relevant use cases and demoes - illustrating as many do’s and don’ts as possible,
and apart from teaching employees to be careful, it inspires and teaches them to
identify great new opportunities with Al

e Going over the key do’s and don'ts
e Question and answer

The Al literacy training is made part of standard introduction training for new
employees.

And so on. Again, this is just a typical example, serving as an illustration of how the Al readiness
steps may turn out.
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4.1 Board Al readiness

An organization’s board has a tremendous opportunity to make the organization benefit from
Al and is accountable for doing that responsibly. There are plenty of examples of failed Al
initiatives that could have been prevented by Al-readiness.

The board must ensure that Al-readiness is understood and implemented across the
organization. Let’s look at some of the key practices that can help the board succeed.

Step 1: Attain a basic understanding of Al in the board

The board must acquire a basic understanding of Al opportunities, risks, and compliance, as
discussed in the previous chapters. This can be achieved, for instance, by integrating Al
education into the board's upskilling practice (see further details in later sections). The purpose
of this understanding is twofold: to secure management buy-in for Al readiness and to prepare
the board for making informed decisions regarding Al.

Al can deliver significant value when applied correctly, but it also presents risks if misused. For
example, employees might over-rely on Al, leading to lower quality work that could harm the
organization. Imagine a scenario where the sales department uses Al to generate personalized
messages for potential customers, only for those messages to contain factual errors.

Al topics for the board to understand:
Fundamentals of Al technologies: A high-level overview of Al technologies and their

capabilities.

Key legislations: An understanding of the major laws and regulations governing Al,
including the responsibilities of board members.

Al's impact on individuals, society, and the business: How Al affects various
stakeholders and the potential risks and benefits involved.

Use cases where Al provides value: Explore how Al is transforming industries and
business models through real-world applications.

Al security basics: The key security considerations associated with Al systems.

Future Al trends: Insights into upcoming developments and how they might influence
the business landscape.

Starting with board education does not necessarily mean other activities such as preliminary Al
assessments or exploratory projects must be delayed. However, ensuring that the board has a
fundamental understanding of Al early on will make the implementation and integration of Al
technologies smoother. It creates a knowledgeable foundation from which detailed and tactical
Al strategies can be developed and executed.
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Useful resources include:

A brief introduction to Al and Al readiness (15-minute video)

Chapter 3 in this document on key legislation

Al disasters and triumphs, security, privacy, and responsible Al for a broad audience
(51-minute video)

Artificial Intelligence business trends

185 real-world Generative Al use cases

100+ Al use cases

Al security overview (13-minute video)

SANS Institute: Al security made easy (30-minute video)

Step 2: Assign roles and responsibilities

To effectively advance Al initiatives, the first step is to involve key people by clearly defining and
assigning roles and responsibilities. This ensures that the practices outlined in this document are
properly implemented, leading to the desired results. For example, this includes setting up and
executing the Al management system.

Step 2a: Define areas of interest

A good way to begin assigning roles is to first define the key areas of interest, aligned
with how the organization is currently structured into groups and departments. A
starting point would be the areas in which this document's practices are organized:
Board, GRC, CISO, and CTO representing the typical departments where these
practices would be applied. However, this structure may vary depending on the
organization.

Additional potential areas of interest include:
e Data management

Ethical Al use

e Regulatory compliance
e Training and development
e Procurement and sourcing

e Innovation management
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Step 2b: Assign roles and responsibilities

Each of the identified areas of interest must have corresponding roles and
responsibilities assigned.

Some of these roles may already exist within the organization, such as:
e Ethics officer

e Data governance manager

e Al security lead

e Compliance officer

e Product owner

e Quality manager

e Innovation manager

The practices outlined in this document should be integrated into the responsibilities of
these relevant roles.

A key role is the project or program manager responsible for implementing and
maturing Al readiness practices across the organization.

When assigning responsibilities, consider using the RACI matrix, which identifies:
e Responsibility (R): Who is responsible for performing the task?

e Accountability (A): Who is accountable for the outcome?

e Consulted (C): Who needs to be consulted during the process?

e Informed (I): Who needs to be kept informed of the progress?

Communicating of roles, responsibilities and contact points

It is important to inform employees on the various roles and to have contact points, such as an
‘ai” internal e-mail address or chat channel. This will foster internal alignment, and help to identify
needs, impediments and concerns.

Al officer

Organizations may use the title A/ officer for various types of roles. Mostly it refers to someone
with leading Al expertise - involved in all or most of the Al initiatives, including Al readiness. Note
that strictly speaking, there is no need for a dedicated Al officer’ role in every organization.

Al responsibilities typically span multiple areas of interest, meaning there doesn’'t have to be a
single person with final responsibility for all Al. This principle helps prevent Al from being treated
in isolation and empowers the organization to take initiative. Management of Al initiatives
typically happens within the relevant value streams (e.g. product owners shaping Al-related
features of a product).
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Privacy officers

There is considerable overlap between Al and privacy governance, particularly regarding
regulations focused on preventing harm, managing data governance, and conducting impact
assessments. Therefore, some Al-related responsibilities may naturally align with the roles of
privacy officers or data protection officers.

Step 3: Commit to the principle of building on what is already
there

Ensure that all involved parties commit to building upon existing practices (as much as possible),
rather than treating Al as a separate initiative. This approach prevents the isolation of Al and
avoids the unnecessary proliferation of frameworks. It encourages a holistic approach that
leverages what is already in place.

Most organizations already have proven practices in areas such as:

Risk assessment

Security awareness training
Service inventory

Version control

Testing

DevOps

Knowledge management
Architecture

To become Al-ready, these existing practices typically require only minor adjustments, making Al
governance much less daunting.

When assigning responsibilities, it's important to consider that individuals with an innovation-
oriented mindset may be tempted to build new frameworks specifically for Al. However, creating
separate Al frameworks is exactly what you want to avoid.

Step 4: Assign a multidisciplinary Al committee

The Al committee should be composed of individuals who have been assigned specific roles and
responsibilities or representatives from key areas of interest. Ideally, the committee should
include senior leadership representation and expertise in areas such as:

Research and Development (R&D) (When Al systems are being developed)
Ethics

Legal and Compliance

Privacy

Security

Technical Al expertise

If your organization lacks certain expertise, the committee should have access to external
resources, such as a legal counsel specializing in Al.
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The committee’s primary responsibilities include:

Keeping the organization and stakeholders informed on the status of Al initiatives.
Holding regular and ad hoc meetings to provide updates, discuss policy decisions, and
ensure alignment with organizational goals.

To ensure the committee’s responsibilities are clearly defined, include it in the RACI matrix (see
previous step). For instance, specify when the Al committee needs to be consulted or informed
during Al-related decision-making.

4.2 GRC-Running the Al management system

As discussed earlier, while Al offers significant opportunities, it also introduces great risks and
uncertainties that need to be managed. Without proper control, these risks remain invisible, which
is why an Al management system is essential. Such a system helps organizations govern Al
effectively and avoid potential issues like failed investments, liability claims, fines, reputational
damage, and other issues.

There are many examples of issues that could have been prevented with an early evaluation of
Al initiatives. One such case is the fraud detection system for Dutch student grants, which faced
unavoidable discrimination bias that could have been identified and mitigated.

This aspect of Al-readiness is typically assigned to the Governance, Risk, and Compliance (GRC)
area of the organization. However, not all organizations have a dedicated GRC group. In such
cases, these responsibilities might fall under IT Governance, IT/Internal Audit, IT Internal Control,
IT Compliance, the platform team, or risk management.

The primary goal of the Al management system is to ensure that your organization is aware of
its Al initiatives, understands the associated risks, and ensures compliance with relevant
regulations. The ISO/IEC 42001 standard describes a management system for Al that provides
a systematic framework for achieving this. While this standard is not mandatory, it offers
valuable guidance on many of the practices involved. Additionally, the Al Exchange provides
insights into Al governance.

An Al management system provides a structured approach to overseeing Al and addressing the
challenges of Al implementation. Although it may initially seem like a complex administrative task,
many organizations already have practices in place that can serve as a foundation, such as risk
assessments and inventories of applications. Some of these practices may already be part of
the Information Security Management System (ISMS) or integrated into broader corporate GRC
frameworks.

Step 5: Identify relevant laws and regulations

Because Al regulations are still evolving, you may believe it's better to wait and see how the
regulatory landscape unfolds. However, this couldn’t be further from the truth. McKinsey advises
organizations to act now to mitigate legal, reputational, organizational, and financial risks
associated with Al.

For further details on Al legislation, see Chapter 3 on Al compliance, and consult the OWASP Al
Exchange on compliance.
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Step 6: Create and maintain an inventory for applications of Al

An inventory of Al applications is crucial for effective Al governance, as it provides a clear
overview of the Al-related initiatives within the organization, enabling assessment of both
opportunities and risks.

When building this Al inventory, be sure to include:

Al innovations

These are solutions developed within the organization that rely on an Al model to
operate. They can typically be found in portfolio overviews. Make sure to track the
following for each Al innovation:

e The owner: Who is responsible for the Al solution?

e Applications that use the Al innovation: It's essential to track which applications
utilize Al innovations. Establish a policy requiring the documentation of Al models
and datasets in systems (e.g., through the SBOM-Software Bill of Materials), even
if the Al model was trained in a different initiative or supplied by an external
partner.

e Model cards can be used to standardize how Al models are documented. These
cards help ensure proper responses if issues with a specific data source or model
are later identified. It's advisable for the GRC team to collaborate with the CTO
area on this policy.

¢ Involved data sources: What data the Al relies on.
¢ Development environment(s): Where the Al model is being developed.

e Deployments: Where and how the Al model is deployed within the organization.

Al innovations plans

In addition to current Al innovations, the inventory should also track Al innovation plans,
which are ideas or concepts in development (often found in R&D plans). These are
potential future applications that may rely on Al models.

Al Use in business processes

Another critical area to include in the inventory is the use of Al in everyday business
processes. For example, the marketing department may be using ChatGPT to generate
better website content. These instances can be identified through:

e Service inventories
e Requests from employees for permission to use Al tools

e Surveys sent to teams across the organization to discover existing or planned uses
of Al. These surveys are also good opportunities to ask people for concerns,
questions, impediments, needs, and ideas - plus they serve as a way to identify
individuals for specific Al roles in the organization because of their experience,
motivations and affinity.
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Implementation guidance

To implement the Al inventory, begin by identifying existing inventories within the organization.
Ensure that Al applications are covered in these inventories and label the relevant entries as “Al’,
so they can be evaluated during the Al assessment process (detailed in the next section).

Existing inventories that can serve as a foundation include:

R&D project overview: Current Al-related projects under development.
R&D roadmap: Ideas and future initiatives that may involve Al.

Software development portfolio: Ongoing software projects where Al might play a
role.

Inventory of external services: A list of applications and services used by the
organization, including those that may involve Al.

Asset inventory (as part of risk assessment): This inventory may already include
critical information about Al-related assets.

Use of external Al services: For example, business processes using tools| ike ChatGPT.
These services might be hard to track, especially if used manually rather than through
APls.

To ensure the Al inventory is comprehensive, it may be helpful to:

Interview departments to understand their use of Al.

Send out surveys asking about current or planned Al use, which can also serve to
uncover Al development initiatives that may need to be added to the inventory.

The Al inventory can borrow best practices from data governance initiatives, which also focus
on identifying data sources, owners, and usage. Similarly, the Al inventory should be regularly
evaluated to keep it up to date and ensure it reflects the current Al landscape within the
organization.

Step 7: Evaluation of applications of Al

The goal of evaluating Al applications in the inventory is to understand and manage potential
consequences for your organization, individuals, and society. This evaluation process serves as
a planning and decision-making tool, helping to identify risks and opportunities early.

It is crucial to make it a policy to evaluate Al innovations as early as possible in the idea or
design phase. Early evaluation may result in abandoning or significantly changing the idea, which
is easier and more efficient to address in the initial stages. Additionally, the evaluation should be
conducted regularly as Al initiatives evolve.

For inspiration, see Plot 4 ai for a large repository of Al threats.

*Note: Initially, the number of identified Al uses may seem overwhelming. However, after a proper evaluation (as
detailed later in this guide), some uses may be explicitly categorized as “out of scope” due to their low impact. This
will allow the organization to focus on high-impact Al applications while minimizing administrative overhead for
lower-priority use cases.

[ 30


https://plot4.ai/

Chapter 4. The steps to Al-readiness

Step 7a: Risk assessment

The following types of risks shall be included in risk identification and evaluation while
incorporating feedback from relevant stakeholders, and aligning with the organization’s values
and risk appetite:

Assess the risks of harm to individuals and society

e Lawfulness and Ethics: Is the Al application lawful and ethical, considering
potential harm caused by inaccuracies or manipulation? Consider how the system
could impact individuals’ health, safety and fundamental rights.

o Note that certain regulations (e.g., the EU Al Act) prohibit specific Al applications
(see Chapter 3).

o While certain risks may not explicitly be regulated, they may still violate human
rights or be regarded as morally unacceptable by the organization and/or lead
to reputational harm. For example: a company producing deepfake technology
for the entertainment industry is faced with abuse of the technology by
adversaries and therefore the ethical dilemma of continuing or discontinuing
this product.

Relevant resources and tools to support assessment:
e Charter of fundamental righs of the European Union
e ECP Al impact assessment
e Dutch government Al Impact Assessment

e Discrimination bias: Is the risk of unfair treatment of protected groups lawful and
ethical?

e Transparency: Can the necessary transparency be provided regarding Al model
operations?

e Right to object: Can individuals be given the right to object to automated
decisions?

e Data protection:

Is there a lawful basis for using personal data?
Has consent been obtained where required?

o O O

Can individuals request, remove, or update their personal data?
o Is data collected for one purpose being reused for another?

*Note: These aspects closely align with privacy governance and may be handled by the Data Protection
Officer (DPO). Many of these points are also requirements of privacy legislation, such as the GDPR.
Apart from these aspects regarding the impact on individuals, there is also the protection of personal
data - which is covered in the CISO section (chapter 4.3).

This impact assessment can help categorize Al applications into risk categories, particularly for
requlatory purposes. For example, the EU Al Act identifies several risk categories, each with different
rufes.

Tool to Consider: The Impact Assessment Fundamental Rights and Algorithms, developed by the Dutch
government, is a useful tool for evaluating Al applications.
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Assess security risks

Al systems in use or Al systems that are developed suffer from security risks. Al is
software, so all the regular risks apply, plus a number of new risk such as model
poisoning, input attacks and specific threats through the supply chain. This may harm
individuals and society or the business. Security risks include:

e Deception risks: Manipulation of the model's behavior in order to deceive through
either the input to the model, or through model poisoning which can take place in
the supply-chain of model or training data, or during development of an Al system.

e Disruption risks: Accidental or malicious disruptions that compromise the model's
availability.

e Confidentiality risks: models can be stolen which effective leaks intellectual property,
training data typically contains sensitive data and can leak in operation, in
development, but also throught the output of the model.

e For an overview of security threats to the Al system, see the OWASP Al Exchange.

In Generative Al systems, a key cyber security risk is leaking of prompts (generative
Al model input), including data that may lead to identification of the user who provided
the prompt. The content of the prompt, often in combination with the user can be
sensitive information. For this reason, organizations should minimize retention and
selection of user data and prompts and perform a risk assessment on how this data
is protected by the Al system, whether the system is internal or external. If the system
is external (cloud A), there typically are several options to increase the security level,
such as opting out of logging and monitoring. It is important to assess whether a cloud
Al model is deployed on the virtual private cloud, or on the cloud of the Al vendor. In
the latter case, it is key to realise that the sensitive prompt data travels clear text over
the internal networkof the Al vendor. In most cases, it will not be used to train the
model, but still the risks involved need to be assessed.

Another typical Generative Al security risk is the confidentiality of ‘augmentation data’:
data that is retrieved to be added to the prompt, as context to specific questions. This
is what happens in Retrieval Augmented Generation (RAG) - a very popular
architecture forAl systems, where the model is not trained or fine tuned, but documents
relevant to a user question are retrieved and then presented to an Al model to help
answer the user question. The main security risk is that this augementation data is
collected separately and may be out of control of normal data retention and
protection measures (e.g. access control), plus: the user may not have the rights to see
this augmentation data, which is a risk as its content is typically reflected in the output
of the Al. This can be addressed by applying relevant user privileges when accessing
the augmentation data.

For more guidance, see the OWASP Al Exchange risk analysis section.
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Assess further risks to the organization

While regulations like the EU Al Act focus on individual harm, they may overlook
business risks. This is why it is important not to focus only on legislation when evaluating
Al, as there may be blind spots that can have significant consequences for the
organization. For example, confidentiality breaches or inaccuracies (e.g., false Al-
generated meeting notes). Organization risks include:

Al inaccuracy consequences - Wrong or low-quality Al system output, typically
caused by over-relying on Al, leading to wrong decisions or unhappy customers.
Suitable countermeasures are: user education, review/human oversight, automated
guardrails, and performance validation tests to detect model drift or model
staleness. A form of human oversight is to make sure that Al supports decisions,
not make potential harmful decisions autonomously.

Price increase of Al services - resulting in altered business cases for Al
applications. These increases are likely to happen, as current Al prices are far
below even the actual energy cost to run hem.

Insufficient expertise to use or develop or identify an Al application can lead to
mistakes, failed initiatives or missed opportunities. Evaluate whether the
organization has sufficient access to the required knowledge and skills. See also
Upskilling in step 10.

Stifling policy: policies may prevent users to benefit from Al, for example when it
is possible to offer a safe Al system that allows the use of certain sensitive data,
and it is not offered.

Under-reliance on Al: Avoiding Al and dismissing it too quickly can hamper
adoption and prevent the organization from fully realizing Al's potential. This risk is
strongly connected to insufficient expertise: users may not be able to use or develop
the Al successfully or they may be misinformed about its possibilities. Another
reason for under-reliance is the lack of community and sense of support: when
there is no co-ordinated effort in learning to use Al in specific workflows and
sharing inspirational examples, best practices, and do’s and don't’s.

Assess the risks to the organization regarding automating human tasks

Reduced job satisfaction and motivation can be the result of automating certain
tasks with Al.

Erosion of skills can be the result of automating certain tasks with Al, which is a
problem if those skills are needed to for example review or change the work of Al
(e.g. Al used for writing articles, of Al used for generating source code).

Stakeholder frustration in the form of clients or others increasingly dealing with
Al communication instead of human communication with the organization, either by
experiencing reduced quality of communication or information, reduced ‘warmth’,
or by having difficulty with accepting the mere fact. This can lead to reputation
damage and loss of business.
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Step 7b: Opportunity assessment

Assess the business value

Evaluate whether the Al application delivers current or potential business value, and if
there is a business case in light of the risks and the costs involved. If not, it needs to
be assessed if continuation is worth it (e.g. to gain experience with Al), and if
embedding it into a value stream would be beneficial.

Assess embedding

Consider if the Al application is embedded in the organization effectively in terms of
who manages it and if there are links with relevant other initiatives. Typically, Al
initiatives are managed in the value streams where they add the value.

Step 7c: Act on assessment

Decision-making regarding the application

Discuss and decide whether the application of Al needs to be discontinued, changed
or managed differently in light of the assessment.

e A way to achieve alignment between initiatives is to have them report to the Al
committee or install a separate Al R&D committee to oversee. Such a structure can
also be employed for knowledge exchange between initiatives. See also the
‘Community of practice’ (step 19).

e Review terms and conditions of involved Al suppliers (if any) regarding potential
impact, including indemnifications.

Let’s take the following example. Say that your organization is considering using Al for
fraud detection. During the evaluation, it's found that discrimination risks cannot be
avoided, making the application illegal. The conclusion would be to discontinue this
innovation idea.

Propose risk mitigation measures

Based on the risks identified in the assessments, propose appropriate mitigation
measures. This may involve assessing relevant insurance, based on the identified risks.

Update disclaimers, terms & conditions

Consider revising the organization’s disclaimers, terms, and conditions to protect users
(e.g., by informing users of Generative Al systems about how their prompts are
handled).

34



Chapter 4. The steps to Al-readiness

Implementation guidance

This evaluation process may already be part of your organization’s risk assessment or privacy
impact assessment (PIA/DPIA). In such cases, this practice ensures that the Al-specific aspects
are integrated into those existing processes.

Step 8: Communicate the evaluation results and process them
further

For each identified use of Al, it is crucial to communicate the evaluation results to the relevant
people and departments. Ensure that the results are integrated into policies (see the policy
section below) and inform the project teams of their responsibility to address the identified issues.
If teams or departments lack the necessary insights or expertise to resolve these issues, provide
them with guidance and support.

In some cases, the evaluation may lead to a decision to avoid certain risks, which might mean
not pursuing specific goals within an Al application, or even discontinuing the use of Al in certain
areas altogether.

Step 9: Create and implement policy

The goal of an Al policy is to manage risks, ensure compliance and maximize Al opportunities
while aligning with the organization’s goals and values,. This includes providing clear guidance
to staff on the approved and prohibited uses of Al tools, along with the conditions for their use.
Given the dynamic nature of Al and the evolving laws and regulations, it's essential to review the
policy regularly.

Elegant policy implementation

Instead of asking employees to learn and to obey a number of rules from the policy, many of
the rules ideally are followed automatically by implementing procedures and tools. For example,
if a new policy mandates that training data must always come from a verified source, this can
be operationalized by adding a data supplier investigation process to the design approval phase
of new machine learning solutions.

Facilitating an Al sandbox

Another example of implementing policy in a facility is to make available a safe and secure Al
tool to employees. This will provide a ‘sandbox’ by protecting the input and output data and by
ensuring that an Al model is used with acceptable copyright risks and sufficient accuracy.

This can for example be achieved by implementing an enterprise cloud Al service with opted-out
options for the vendor to log and monitor. Such choices depend on the risk appetite. Most
organizations will accept Al input (e.g. prompts) being unencrypted in a cloud Al service. Some
organizations may opt-in to logging and monitoring of input and output by the vendor. Others
will deploy their own Al on-premise, or even prohibit the use of generative Al altogether.

By providing a safe environment for employees to experiment, the risk of ‘Shadow Al' (users
secretly using unapproved Al systems) is mitigated, and grass roots innovation is encouraged.
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Input for policy creation
The Al policies should be informed by:

Insights from the evaluation of existing and planned Al applications (as discussed in previous
steps).

Industry best practices, such as those in the following resources:

Generative Al Use at a University

Responsible Generative Al Use for Research
Phisher Philips Example Policy for GenAl
ISACA on Acceptable Generative Al Use Policy

Organization Al principles

Many considerations for policy have to do with norms, values, and strategic views of the
organization. This includes typically how to balance certain moral dilemmas. It is recommended
to draw these up in a list of Al principles, to be made part of policy documentation and spread
in the organization, or even made public, like the Al principles by the HR company Randstad.
Related Randstad publications can be found on Al equity and their view on Al and their domain.

Examples of policy considerations
Here are a few examples of questions that can be addressed in policies:

What classes of data may be sent to cloud Al services?

For what types of data do we require a self-hosted Al model?

Should we prohibit certain applications of generative Al due to the risk of
hallucinations?

Is it advisable to use large language models in our public-facing chatbots, given the
risk of users provoking offensive language?

How should we handle potential copyright infringement claims arising from Generative
Al output?

Implementation guidance

The most efficient and effective approach is to adapt existing policies (e.g., Information Security
Management System (ISMS) policies) by adding specific sections for Al. This could also apply to
policies related to third-party applications and services - often part of supplier management.
Other examples of existing policies are security requirements and coding guidelines. Depending
on the existing policies, a separate Al policy document may not be necessary.


https://www.eur.nl/en/about-eur/policy-and-regulations/regulations-and-guidelines/ai-usage-guidelines
https://research-and-innovation.ec.europa.eu/document/download/2b6cf7e5-36ac-41cb-aab5-0d32050143dc_en?filename=ec_rtd_ai-guidelines.pdf
https://www.fisherphillips.com/a/web/du6wach1kmRuPCgDcMLJ5Z/ai-policy.pdf
https://www.isaca.org/resources/news-and-trends/newsletters/atisaca/2023/volume-44/key-considerations-for-developing-organizational-generative-ai-policies
https://www.randstad.com/s3fs-media/rscom/public/2024-06/Randstad_AI_principles_June_2024.pdf
https://www.randstad.com/randstad-ai-equity/
https://www.randstad.com/workforce-insights/future-of-work/the-labor-market-and-ai/
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Step 10: Upskilling and establishing a learning organization

To ensure that your organization has the necessary understanding of Al and related policies,
particularly among those with Al responsibilities, it can be highly beneficial to implement a
knowledge availability program. This program will help make sure there is sufficient
understanding in the organization of Al and policy, especially with those that have Al
responsibilities assigned.

During such a knowledge availability program you can:

Define Al-related skills and knowledge tailored to the organization:

The required knowledge and skills follow from the evaluation (step 7), which is based
on the inventory of Al applications (step 6). In addition, part of the policies (step 9)
warrant education and instruction of users.

Assess the workforce's current skills:

Evaluate the current level of Al knowledge and skills within your workforce.
Where necessary, invest in recruitment, or contracting to fill knowledge gaps by
involving new people.

Where necessary, develop a tiered education program that provides:

e Basic Al literacy for all staff (covering opportunities, Al policy, ethics, legal issues
including copyright, policies (step 9), and the risks assessed in Al evaluation - (see
step 7), taking current and future Al use into account (step 6). This Al literacy
training is not just to educate on how to be careful and compliant - for example
by protecting safety, health and individual rights it is also about how to identify
great use cases and make Al a success. A great resource is this EU repository of
examples of Al literacy programs.

e Advanced Al training for technical roles (e.g., data scientists, engineers).

e Consider partnering with accredited institutions to offer certification pathways that
validate acquired skills.

e As much as possible, integrate Al-related content into existing training programs
(e.g., security awareness training).

Create a community of practice:

Set up a multi-disciplinary community of practice (business strategy, ethics, legal,
privacy, security, and technical Al expertise) to learn from each other and share best
practices, learnings, methods, or components, on the use of Al and on developing Al
systems (see CTO office).

Organize events like workshops, knowledge-sharing sessions, and datathons (where
teams solve data science challenges) to help the organization grow its Al expertise
and foster collaboration.

37


https://digital-strategy.ec.europa.eu/en/library/living-repository-foster-learning-and-exchange-ai-literacy
https://digital-strategy.ec.europa.eu/en/library/living-repository-foster-learning-and-exchange-ai-literacy
https://www.grow.astride.com/en/aiready/assessment/intro

Chapter 4. The steps to Al-readiness

Access to external knowledge:

Ensure the organization has access to external knowledge and expertise if needed,
such as by acquiring legal counsel or partnering with external Al experts.

Consider collaborations with peers, partners, and other external experts to stay
informed about best practices and emerging trends.

Step 11: Stakeholder communication

To effectively communicate with stakeholders, start by defining who they are and creating a
communication plan, including regular reports using an agreed-upon format and performance
indicators. Engagement is key; collaborating with stakeholders ensures healthy relationships and
effective communication, which are crucial for the smooth functioning of your Al initiatives.

Effective communication with stakeholders is essential to the success of your Al initiatives. Begin
by identifying key stakeholders and then develop a communication plan that outlines how you
will engage with them regularly. The plan should include agreed-upon formats for reporting, as
well as key performance indicators (KPIs) to track progress and outcomes.

Stakeholder engagement is critical, as it fosters collaboration, builds trust, and ensures
transparency. Regular communication with stakeholders not only helps maintain healthy
relationships but also contributes to the smooth functioning of Al initiatives by addressing
concerns early and aligning efforts with organizational goals.

Step 12: Implement and improve Al readiness as a program
Run an Al readiness program by implementing the practices and further maturing them.

To mature Al readiness, you can develop a clear roadmap that aligns with your Al objectives
and policies. This allows you to set clear goals, plan structured improvements, and track
progress.

The program reports progress to the board and other stakeholders on implementation and
maturation using metrics, e.g. percentage of practices assigned, percentage of practices active,
and percentage of roadmap progress. For more information, see the Al Exchange on Al program.

To assess the maturity of your Al-readiness journey and receive recommendations for
improvement, you can use a free, quick, and effective assessment tool provided by SIG and EXIN,
here.
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4.3 CISO taking care of Al security

This chapter covers the Al security practices typically managed by the security office (CISO). Al
systems are fundamentally software systems, so their assets, threats, and controls must be
included in the organization’s broader security management. However, Al introduces a new
category of attack, particularly through the input of Al models.

Recent research shows that 77% of businesses have reported a breach involving their Al systems.
A famous example involves ethical hackers successfully fooling an electric car into mistaking stop
signs for 35 Miles per hour signs by putting small stickers on the signs.

The relation with privacy

In addition to securing Al systems, the CISO must ensure the information security of personal
data, just like it must secure all sensitive data. However, privacy also involves protecting the
rights of individuals, which goes beyond technical data security. These rights include:

Purpose binding: Ensuring data is only used for its intended purpose.

Consent and lawful basis: Ensuring that the processing of personal data is legally
justified.

Fairness: Making sure Al processes are not biased or discriminatory.

Right to object: Allowing individuals to object to decisions made by Al systems.

Right to remove, update, and transfer personal data: Providing individuals control
over their personal information.

For more details on privacy and security, refer to the Impact Assessment section under GRC in
Chapter 4.2, and the OWASP Al Security and Privacy Guide.

Step 13: Incorporate Al assets, security threats, and controls in
security

To secure Al systems effectively, it's essential to add Al-specific assets, threats, and controls
to your existing information security management system (ISMS) repositories and policies.
Note that many of the controls to secure Al are conventional controls (e.g. encryption to protect
confidential data) and therefore don't need to be added, as they are already known to the
organization.

By incorporating Al-specific elements into your current security management processes, you will
drive the extension of risk analysis, awareness, education, security policies, guidelines, tooling,
and verification methods for both end users and developers, including Al teams. For further
guidance, see the OWASP Al Exchange on Al security management.

We strongly advise against creating or adopting a new, separate security framework for Al.
Instead, focus on building upon your existing security structures to prevent Al from being
treated in isolation and to avoid unnecessary duplication.

Al-specific assets are:

Training data
Test data
Externally sourced data for training and testing
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The model also referred to as model parameters (values that change when a model
has been configured and trained)

Documentation of models and the development process (including experiments)
Model input

Model output (must be treated as untrusted if the training data or model is untrusted)
Sufficiently correct model behavior, requiring protection of its integrity

Externally sourced models

Input for policy creation

For a detailed understanding of threats, their impact, and attack surfaces, refer to the OWASP
Al Exchange threat frameworks or any of the threat frameworks in the OWASP Al Exchange
references.

The OWASP Al Exchange periodic table offers controls that correspond to these threats, which
include both process controls and technical controls. Here’s how these can be categorized:

Al is software, so conventional security controls are all relevant.

Some conventional security controls need slight adaptation, such as rate limiting to
prevent malicious experiments and monitoring to detect suspect patterns of use.

Protection of the development environment including data segregation and being
discrete on technical details is essential to protect the integrity and confidentiality of
development-time assets, such as training data, to prevent attacks such as data
poisoning.

Al-specific supply chain management is an important control, as the Al supply chain is
more complex with train/test data and models also being potentially supplied, and
with components running in the engineering environment, instead of just in production.

Minimization of data is important because of the large data attack surface in Al. This
includes the destruction of data after some time and obfuscating data.

Limiting the effects of unwanted model output is important because the model may
have been manipulated, e.g. human oversight, guardrails, and continuous validation.
This is a shared responsibility with GRC because it is about more than just security.
Even without attacks, Al models can be wrong.

During development, Al engineers have many controls - mostly based on mathematics
- to prevent attacks, e.g. adding noise to training data and federated learning.

During operation, Al engineers also have controls to filter input and detect attacks as
they happen.

Some security controls are completely new, such as input segregation to mitigate
indirect prompt injection risks.
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Implementation guidance:

Add Al assets to the existing asset inventory for security management.

Include datasets requiring lifecycle management (e.g., training and test data) in the
data governance list.

Externally sourced models and data can be added to an existing overview of supplied
components, as they need separate lifecycle management.

Threats can be categorized and added to an existing risk register, grouped by impact
and attack surface (e.g., "model behavior is manipulated through use" or "model
behavior is manipulated by breaking into the development environment”).

e This can be the ISMS risk register for security, but sometimes organizations maintain
an integrated risk register that includes security risks as well as other risks such as
‘Unsafe workplace’

Extend software product security guidelines by referring to the threats and mentioning
the controls including implementation guidelines. These guidelines are typically part of
the company’s set of policies.

Extend training programs to cover these new Al security guidelines and threats,
ensuring that teams understand how to mitigate them.

As with traditional software security, it's crucial to “shift left” by building security into
Al development from the start. Al model engineering should aim to optimize
performance within security and privacy boundaries from the outset. This prevents the
need for adding security and privacy measures later, which could require a completely
different approach to model development.

Step 14: Incorporate security attacks by Al

Add threats by Al (in contrast to threats to Al) to the risk repository, such as, for example,
attackers leveraging Al technologies like deepfakes. These threats should be added to the risk
repository and regularly evaluated to determine if existing security controls need to be extended
or adapted.

For example, security awareness training may need to include deepfakes, so that staff is aware
that the voice of the CEO over the phone can be generated by Al. This is just one of many
examples of new security threats to consider.

Step 15: Collaborate with GRC

Work closely with Governance, Risk, and Compliance (GRC) roles (as outlined in the GRC section)
to establish robust Al governance frameworks and enhance general Al awareness throughout
the organization. This partnership will help in identifying potential risks, implementing appropriate
controls, and fostering a culture of accountability.
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Step 16: Collaborate with CTO

Work with the people from the CTO office to involve, educate, and instruct Al teams on general
(secure) software development best practices, and work with all teams on the Al-specific assets,
threats, and controls as mentioned in this CISO section. You could consider mixing Al engineers
(e.g. data scientists) and conventional software engineers in teams and analyze software for
(security) quality issues as a feedback loop.

4.4: CTO Driving Al development

Chief Technology Officers (CTOs) and Chief Information Officers (CIOs) play a pivotal role in
ensuring that organizations fully harness the value of Al. Their leadership is crucial in steering Al
initiatives toward achieving tangible business value.

A recent McKinsey article on generative Al adoption reminds us that earlier technological waves,
such as the internet and mobile technology, saw many organizations engaging in numerous
experiments and pilot projects. However, they often struggled to capture significant business
value. The same can happen with Al unless it is guided by effective technical leadership.

For Al readiness, the lessons learned from past technological evolutions are highly relevant.
Strong technical leadership can help organizations fully capture Al's potential and integrate it
seamlessly into their strategic goals.

Let’'s explore the key practices that CTOs and CIOs can apply.

Step 17: Incorporate Al into the system lifecycle

As previously mentioned, extending and building upon existing practices is more effective than
creating a separate process for Al. Al should be treated as software with unique characteristics,
as outlined in the new ISO/IEC 5338 standard for Al engineering. Instead of creating a new
lifecycle, extend existing software lifecycle practices for Al to leverage established processes,
tools, and knowledge. For more guidance, see the Al Exchange on the Al development program.

Treat Al team members like software engineers and involve them in all regular software
engineering processes such as training, platform building, knowledge exchange, threat
modeling, and social gatherings.

Collaborate with the CISO to ensure secure software development processes are
applied to Al projects. For more information and guidance, see the Al Exchange on the
secure Al development lifecycle.

Consider mixing data scientists with software engineers in teams to optimize support
of these goals.

Measure quality aspects of software, such as maintainability, test coverage, and
security, to provide feedback on how teams are implementing software engineering
best practices. Offer actionable recommendations based on these findings, but ensure
they consider the unique aspects of Al. Avoid blindly applying conventional
improvements—Al requires a tailored approach.
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Apply a different level of scrutiny for every level of technology readiness. Experimental
code that is short-lived may be two stars, but code that will at some point be used for
a production-ready application requires 4 stars - even if it's not going to be running
in production. For more information on TRL see this article on production-ready data
science code, this Nature article, and this article on TRL cards.

Before making important decisions, such as selecting an Al technology stack, it’s critical
to establish governance and policies. This ensures alignment with organizational
principles and avoids violations of pre-established guidelines.

Key Al-specific elements to include in the software lifecycle

Validate Al models continuously - regarding performance (staleness, model drift),
unwanted bias, and regarding compliance and impact (see the Evaluation practice in
the GRC section).

Data governance involve data inventory, data roles and responsibilities, quality
management, provenance, and general data policies and standards.

The data inventory keeps track of data repositories and sources on the following
aspects:

e Lineage (origin and processing path, where it is stored)

e Business owner and data owner - who is responsible for data quality, compliance,
and maintenance

e Sensitivity classification (as it also takes place in asset management for security)

e Access permissions

e Clear definitions of each data element

e Lifecycle information

e Intended purpose

e Relevant policies / allowed usage/ compliance aspects for use/data deletion rules

e Consumers: which teams, systems, third parties use this data, and when relevant
consumer requirements (e.g. interoperability)

Helpful resources for data governance include:

e DAMA data management body of knowledge

e DGl Data Governance Framework
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Keep documentation of the data science work including descriptions and design
choices of different experiment stages, and failed experiments. Without proper
documentation, even the most valuable software programs are likely to fail because
of continuity problems. Undocumented Al initiatives are very hard to transfer to new
people, as they have no access to the rationale (why data and configuration are the
way they are). When things go wrong or must change, they will need to try everything
again, with the risk of taking a very long time or failing. Al engineering typically
depends on trial-and-error steps.

Include Al assets in version management, creating traceability of model versions,
training data, and configuration. Similar to traditional software development,
versioning your Al system development allows teams to work in distributed and
asynchronous environments, manage changes and versions of code and artifacts,
troubleshoot issues, and perform proper rollback when necessary.

Manage third-party relationships, including data and model suppliers, ensuring
clarity in allocated responsibilities, and risk management. This includes establishing
contractual agreements and providing evidence of conformity where relevant.

Implement controls to limit the behavior impact of models by including human or
automated oversight, assigning minimal privileges to models, ensuring transparency,
and conducting continuous validation. For more information or guidance, refer to
OWASP’s Al exchange.

Educate Al engineers on software engineering best practices, and software engineers
on Al development. Collaborate with the CISO to integrate these training efforts into
the organization's broader education and upskilling programs (see the Upskilling
practice as described in Chapter 4.1.).

*Note that training Al models requires very specific expertise, which is typically attained by recruiting data scientists - not
through schooling of software engineers in Al due to the mathematical and data-oriented set of skills and knowledge

required.

Step 18: Manage Al-supported programming

Effectively managing the use of generative Al to support software development (e.g., code
generation) by addressing the following critical factors:

Copyright issues of generated code

Assess the risk of Al inadvertently generating code that is protected by copyright,
especially if the Al was trained on such content. While current rulings do not deem this
illegal, the legal landscape is evolving, and future court decisions could change this.

Some vendors offer indemnification against copyright penalties under specific
conditions, but it's essential to understand these terms. For more information, see the
OWASP Al Exchange on Copyright.
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Nonfunctional quality leading to long-term risks

Nonfunctional qualities (such as maintainability, performance, and security) must be
closely monitored in Al-generated code. Collaborate with the Chief Information Security
Officer (CISO) to develop comprehensive strategies that address these long-term risks.

Regular audits, code reviews, and security assessments should be conducted to ensure
that Al-generated code adheres to the organization’s standards.

Lack of code understanding

Developers may be tempted to skip fully understanding Al-generated code once it
appears to work functionally. This poses risks, such as missing documentation and the
inability to effectively maintain or modify the code later.

Risks of review neglect

The productivity gains from Al tools can lead to hasty or superficial code reviews,
where critical issues may be overlooked. This can be particularly harmful in the long
term, as unchecked errors may accumulate.

Foster a culture of thorough code reviews, ensuring that productivity gains are
balanced with high-quality code and security standards. Encourage teams to maintain
a rigorous review process to catch potential issues early.

Educational aspects

Encourage a learning environment where engineers can understand both the benefits
and limitations of Al tools. Ensure they continue to develop their programming and
problem-solving skills by letting them stay actively involved in the act of coding.

Engineers will need their coding skills to review and make changes. When they rely too
much on Al, they risk atrophying their skills.
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Step 19: Organize communities around applications of Al

Setting up a Community of Practice (CoP) for building Al applications can cultivate collaboration,
knowledge sharing, and innovation among Al practitioners across the organization. This
approach can also be applied to the use of Al, especially when it presents complex challenges
for users.

To establish a CoP, start by identifying key stakeholders such as data scientists, engineers, and
business leaders who share a common interest in Al. Once identified, define clear goals for the

community, including enhancing skills, exchanging best practices, and solving common challenges
related to Al development. Regular meetings, workshops, and discussions should be encouraged
to keep members engaged and continuously learning from one another. This fosters cross-
functional collaboration accelerates problem-solving, and helps standardize Al development
practices while ensuring the organization stays at the forefront of advancements in the field.

Alternatively, you might consider establishing a Center of Excellence (CoE). While a CoP is more
focused on peer-to-peer learning, a CoE emphasizes standardization and driving innovation
through a team of experts. For example, a CoE could spearhead platform engineering for Al by
developing reusable components and configurations, potentially justifying the creation of a
dedicated Al platform team.
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Practical steps for board
members, executives, and IT
leaders to implement Al
responsibly by focusing on Al
governance, risk management,
development, and security.

Written by Rob van der Veer,
Chief Al Officer at

Software Improvement Group

and author of Al standards including
ISO/IEC 6338 and the EU Al Act
security standard.
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